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Sberbank Russian Housing Market Dataset - Price Classification
The dataset used in this report consists of just over 6000 housing data points (after
cleaning/removal of NAs) from around Russia. Each point is the sale of a house. There are 278
features associated with this dataset and each point. They represent a variety of different
measurements relating to the sale: for instance, preschool count nearby, distance from the metro,
cafe count nearby, mosque count nearby, and many more. Sberbank, Russia’s biggest and oldest
bank, sponsored a competition centered around this dataset on Kaggle to predict house prices in
Russia’s volatile economy based on these features and this data, and to help them give more
accurate real estate price predictions to their customers.
To create categories for this classification assignment (not inherently built into the dataset), I
divided the prices in the given dataset into 3 quadrants - cheap, medium, expensive house prices.
All prices in this dataset were in rubles (1 Russian Ruble = 0.016 US Dollar). The cheap
category consisted of prices from 500000 to 6,300,000 rubles, the medium from 6,300,000 to
9,000,000 rubles, and the expensive from 9,000,000 to 95,122,496 rubles. Each category had an
equal number of datapoints in it (2014 points).
The data was first cleaned to remove all rows with instances of NA. Next, many of the features
had their own vastly different measurement scales (some were counts, others distances, others
yes/no, etc.). Therefore, the data needed to be standardized (subtract min from point, divide by
max - min for that column) to place everything on a common scale of 0 to 1 to ease the
classification process. To make features with textual attributes (yes/no answers, place names,
etc.) numeric, I first used pd.factorize() to assign numbers to the distinct values (variation is what
really matters) and then continued with the standardization.
The goal of this report is to find the best classification method for this dataset. The Naive Bayes,
k-Nearest Neighbor, and Decision Tree methods are tried with varying tree depth, number of
neighbors, parameters, etc. in the experiments shown below. See the conclusion for more info on
SVM, PCA plots, and the decision regions and their absence in the report. Confusion matrices
are displayed (both reclassification and leave-one-out). See plot and experiment titles for more
information on which parameters were used in a particular case / what was varied. Note that all
278 features are used for classifications in all experiments in this report (makes for long
runtimes).
Please see the last page for conclusions. The dataset can be found here.

Experiment 0 (Naive Bayes Classifier):

Experiment 1 (Decision Tree Classifier):
max_depth = 1

max_depth = 3

max_depth = 1

max_depth = 3

Experiment 2 (k-Nearest Neighbor Classifier):
n_neighbors = 2

n_neighbors = 2

n_neighbors = 900

n_neighbors = 900

n_neighbors = 2014

n_neighbors = 2014

Experiment 2 (k-Nearest Neighbor Classifier, continued):
n_neighbors = 900, all with leave-one-out classification. varying: ‘weights’ and ‘metric’
metric = ‘Euclidean’ (default)

metric = ‘Chebyshev’

weights = ‘uniform’ (default)

weights = ‘distance’

I would like to preface this conclusion with an explanation for why SVM experiments, decision
regions, and PCA plots are not included in this report (we briefly discussed this in person). This
dataset has 6042 pieces of data, where each piece of data has 278 features associated with it to
help predict for 1 category: price. 278 features is an extremely high number, which means that
the PCA plot (and therefore, decision regions) takes days on end to finish rendering. Therefore,
these two (decision regions are not possible without the PCA here, as I am classifying with all
features) were simply impractical to include in this report. The SVM classifications also take an
unreasonably long period of time on this dataset: 5-6+ hours on end, and even then, nowhere
close to finished. And this is for generating the re-classification confusion matrix - not even the
leave-one-out. This seemed strange, so I researched it more thoroughly and looked for solutions.
Apparently, the ‘linear’ kernel is less time consuming than some of the others we are asked to
consider, especially for certain datasets, so I tried it, but to no avail – the runtime was no better. I
believe it is this way because of the thousands of points in my dataset, and perhaps their makeup
is not easily compatible with SVM. In any case, SVM is most definitely not a useful or good
classification for this dataset on account of the runtime (O(n^2)) alone. For these reasons, I have
left these three out of this report, with your permission from our earlier conversation.
Other runtime constraints and additional notes: A depth vs. error rate graph is not included in
experiment #1 because of the sheer computing time necessary to generate it with a dataset of this
size. However, based on various examples tried, the same, perfect results are obtained with any
depth greater than 3. Similarly, in Experiment 2, a number of neighbors vs. error rate graph is not
included again because of the sheer computing time necessary to generate it with a dataset of this
size. And lastly, in Experiment 2 (on “continued” page), note that only leave-one-out method
confusion matrices are shown to avoid overcrowding. In multiple past reports, there has been
evidence to show that the re-classification method is generally more susceptible to bias. This is
the case with this kNN classifier as well here, so nothing of the utmost importance is lost by not
including them.
In general, the Naive Bayes, kNN, and Decision Tree classifiers that remain all work very well
on this dataset. For instance, the error for both leave-one-out and re-classification method tests in
the Naive Bayes experiment (Experiment 0) is 3.97%, which is a very low and desirable
percentage. With the Decision Tree classifier experiment (Experiment 1), when the depth of the
tree is limited to 1, there are no correct classifications with leave-one-out, but as soon as the
depth crosses 3, there are perfect classifications with not only the re-classification method but
also leave-one-out. This is very strange and almost seems to suggest that the dataset is easily
classifiable and grouped distinctly, although that can really only be verified with a PCA plot (at
least to my knowledge).
For kNN, the number of errors in general, and broadly, increased as the number of neighbors
went up, as evidenced by the examples shown. More examples were also tried, and most

corroborate this theory, with a few exceptions. They are not shown, though, as the trend remains
valid in general. However, the error does really plateau at the end (past around 1500 neighbors)
and will not exceed 8.37% (the error at 2014 neighbors) - still very low.
Two different metrics (‘chebyshev’ vs ‘euclidean/minkowski with p=2/default’) and two
different weighting methods (‘uniform’ vs. ‘distance’) are also compared for kNN with 900
neighbors (900 is a reasonable in-between from the nearly no neighbors, perfect classification
(borderline overfitting) to the all possible neighbors, more errors). The Chebyshev method
causes slightly less errors in the kNN classification, as expected (it is a more accurate distance
function), and the weights = ‘distance’ selection also causes much less error – that works better
for this dataset. Only one case (with two examples) for each parameter is shown, but these trends
are supported by the many more examples which were tried and just not shown here, for the sake
of preventing crowding. The combination of all three (weights = ‘distance’, metric =
‘chebyshev’, and n_neighbors = 900) is actually just the same as if it was simply n_neighbors =
900 & weights = ‘distance’. This suggests that for this dataset, weighting by distance plays a
much more significant and influential role than switching to the Chebyshev method.
To summarize, however, the Decision Tree classifier method seems to produce the best (read:
perfect, really!) results. This holds when comparing leave-one-out method results across the
classifiers, to make sure that unseen data is accounted for and that bias is not a major factor.
My thoughts on this dataset? It has an exorbitant amount of features. This may possibly make for
simple classification (maybe the points cluster into regions?) but it makes it very difficult to
verify this as the number of features also makes the PCA plot nearly impossible to create and use
as a check: a double-edged sword, in a sense. The problems I ran into also raise questions on the
utility of SVM (it seems to cause many runtime problems for people online as well for larger
datasets) and prompts further exploration as to what it was about this dataset that prevented SVM
from running quickly – the size, the features, etc.? As if the data consists of clear, fairly distinct
groups, then one would think that the SVM should have no problem running and would be able
to determine regions more quickly. In any case, more research on that would, I’m sure, help
others like me in the future, especially if the takeaways were published in a StackOverflow post.

